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WHITE PAPER 
 

Everything you always 

wanted to know about 

WAN optimization but 

were afraid to ask. 
 

EXECUTIVE SUMMARY 

Network managers are bombarded on a daily basis with technical 

and marketing buzzwords describing yet another way of 

optimizing or accelerating application performance over the WAN. 

All the claims and counter claims can be confusing. Most of this 

debate is centered on the technical minutiae of optimization 

techniques, while glossing over many of the more essential 

features that a WAN optimization tool should offer. In this white 

paper, we cover the optimization debate and examine the root 

causes of application performance deterioration over the WAN and 

the adequacy of the different potential technical answers. But 

more importantly, we examine what goals network managers 

should set for themselves to satisfy their end users, and what 

other features, beyond optimization techniques, they should be 

looking for in a WAN optimization solution. 
 

E-mail: info@ipanematech.com 
http://www.ipanematech.com 
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WAN performance crucial for overall 
application performance 
 

Today, depending on the industry and size of a company, between 40% to 60% of employees are 

located in branch offices. Most branch offices do not have local servers to host the enterprise 

applications used by their employees. In addition, IT managers are further decreasing the number 

of servers and consolidating data centers in order to reduce costs and increase security. 

 

Thus, increasingly a majority of employees access their companies' critical applications through a 

WAN. As such, the performance of the WAN has become a crucial element in overall application 

performance. 

 

However, according to a September 2005 Computerworld survey of large U.S. companies, "slower 

or unacceptable application response time/performance" is the number one challenge cited by 

network managers”. 

 
 
 

Maximizing application performance 
over the WAN: a challenging task 
 
Maximizing the performance of an application over the WAN is a challenging task because: 

 

1. Many applications have not been natively designed to run on WANs.  

2. Non-critical TCP/IP traffic continues to grow like weeds, affecting the 

performance of critical applications.  

3. Different applications with diverging network behaviors and requirements 

compete for bandwidth  

4. WANs are “living” infrastructures subject to periodic changes  

5. Isolating network application performance incidents is extremely difficult 

6. Adding more bandwidth to improve application performance often won't 

solve the problem and in the long term, it is an economically untenable 

solution  

  
. 
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1. Many applications have not been natively designed to run on WANs 

 Applications are typically written for use on LANs, not WANs. Issues such as application chattiness or excessive use 

of bandwidth become chronic problems on a WAN. Often, application designers do not understand the fundamental 

constraints of a WAN. 

 

2. Non-critical TCP/IP traffic continues to grow like weeds, affecting the performance of 
critical applications 

TCP/IP traffic is booming and most of this TCP/IP traffic is made of non-business critical applications such as web 

surfing. Experience shows that traffic over WANs is typically comprised of 40% - 45% for web surfing, 35% - 45% 

for e-mail, and only 10% - 15% for critical business applications. Most of the capacity is therefore consumed by 

non-critical applications. The volume of this traffic — if not controlled — tends to increase on average by 25% per 

year, causing an ever-greater impact on the performance of critical applications. 

 

3. Different applications with diverging network behaviors and requirements compete 
for bandwidth 

Each application category behaves differently and requires different treatment. Transactional applications such as 

SAP and thin-client applications such as Citrix — which are often critical applications for an organization — typically 

exchange little data, but are very sensitive to transfer delays. On the other hand, real-time flows such as VoIP 

require not just low delays but also low jitter, while file transfers (i.e. e-mail, FTP) usually less critical and not delay 

sensitive, require high levels of bandwidth. Finally, new applications will increasingly create new demands on the 

network; for example, the spread of VoIP requires an ability to optimize meshed flows. 

 

4. WANs are “living” infrastructures subject to periodic changes 

New sites, new users, and new applications are periodically added to the WAN, rendering the optimization task 

ever more difficult.  

 

5. Isolating network application performance incidents is extremely difficult 

We estimate today that 80% of helpdesk calls related to application performance show after investigation that the 

network infrastructure is working properly. Without the right system, isolating an application performance problem 

can be a very vexing task. They tend to be intermittent and difficult to reproduce, and they don't leave obvious 

tracks to follow with network-oriented tools. 

 

6. Adding more bandwidth to improve application performance often won't solve the 
problem and in the long term, it is an economically untenable solution 

Issues such as chattiness, micro congestions and application incident resolution cannot be tackled by adding more 

bandwidth. In addition, providing more bandwidth, given the nature of the TCP/IP protocol, simply enables 

immediate traffic increases, which in turn will requires more bandwidth to be purchased. It can lead to a never-

ending vicious cycle of increasing bandwidth expenditures that leave the major problems unresolved.  
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The root causes of applications’ 
poor performance over the WAN 
 

End-users experience poor application performance in different ways depending on the application. For VoIP, 

they experience dropouts or echo, for video they experience static pictures, while for data applications poor 

performance will manifest itself as slow response time. 

 

There are only two root causes of poor application performance over the WAN: insufficient bandwidth and dis-

tance. These causes provoke packet loss, high delay and jitter, which in turn deteriorate application perform-

ance. 

Low quality 
sound for VoIP 
 

Static pictures 
for video 
 

Slow response time 
for all other applica-
tions 
 

Poor  
application 

performance 
 

Network reasons 
 

Packet 
loss 

 

High 
Jitter 

 

High 
delay 
 

Root causes 
 

1-Bandwidth hungry 
applications 
 
2-Competition for band-
width among applica-
tions/sessions 
 
3-Nature of TCP/IP pro-
tocol 
 
4-Meshed flow patterns 
 
5-Bursty nature of some 
applications 
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Figure 1  Root causes of poor network application performance 
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1. Insufficient bandwidth 

2. Long distances 

1. Insufficient bandwidth 

Insufficient bandwidth is the result of application demand being greater than bandwidth availability. This will 

in turn either slow down an application such as FTP or provoke congestions that triggers packet loss, high 

delay and jitter.  

 

Simply increasing bandwidth often fails to resolve the “insufficient bandwidth problem” for several reasons:  

 

• The nature of the TCP protocol is such that it fills all available bandwidth and, in steady state, shares it 

equally among the competing application traffic flows, regardless of the nature of each application. As 

such, critical applications are never guaranteed to get the bandwidth allocation that they require, and 

often do not. Even worse short transactional applications get often penalized by the time required by 

the TCP protocol to equally re-allocate bandwidth. It can take up to couple of minutes for the re-

allocation, enough to hinder the performance of a transactional application. 

 

• On a live network, different applications and multiple sessions of the same application are therefore 

constantly competing for the available bandwidth. 

 

• In addition, some applications such as e-mail are bursty in nature, provoking micro-congestions.  

These bursts momentarily overwhelm the available bandwidth, causing many applications to suffer 

packet loss, which then generates unwanted additional traffic in the form of retransmissions. 

 

• A surge in the number of users on a specific site or for a specific application can cause excess demand 

to crop up at any moment.   

 

• Finally, the increasing popularity of applications such as VoIP and desktop sharing involves end-user-

to-end-user communication, thus creating meshed flow patterns that can clog destination sites. 

 

 

2. Long distances 

 

The long distances common for WANs cause network delays, both because light takes longer to travel greater 

distances (this becomes especially noticeable with satellite links) but also because greater distance tends to 

correlate with more handoffs of the traffic through different routers (each of which adds its own substantial 

handling time to each packet). Long delays combined with the fact that many applications and protocols such 

as CIFS are overly chatty – i.e. they induce many turns between server and client - trigger unacceptable 

application latency. Over chattiness is inconsequential on a LAN with short distances and fat pipes, but it 

exacerbates the latency problem on a WAN with long distances and smaller pipes. 
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1. Insufficient bandwidth 

2. Long distances 

1. Insufficient bandwidth 

Insufficient bandwidth can be addressed either by increasing the overall bandwidth available or by better 

allocating existing bandwidth. 

 

Network managers can increase available bandwidth either directly by buying fatter pipes, or virtually by 

applying compression technology. Compression technology reduces the number of packets that are sent over 

a link by detecting similarities both within and between flows. It builds a dynamic, distributed dictionary of 

redundant (duplicated) elements and replaces them with “labels” leading to a significant reduction in 

bandwidth used. 
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Figure 2  Solutions and technologies performance 

 

Potential solutions 
 

To improve application performance over the WAN, one therefore needs to address the issues of insufficient 

bandwidth and long distances. 
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Compression is often a viable alternative to adding more bandwidth. However, not all applications are equally 

“compressible.” For instance, encrypted traffic or VoIP cannot be efficiently compressed. In fact, it’s only with 

highly redundant data-transfer style flows such as FTP or e-mail that the higher compression ratios can be 

achieved. But compression suffers from the same shortcomings as buying more bandwidth: it cannot 

differentiate between business-critical applications and non-critical applications. Because of the nature of TCP, 

bandwidth gained by compression will likely benefit first the applications that are seeking most of the 

bandwidth, i.e. the non-critical applications. Thus, compression, while useful, cannot alone ensure adequate 

application performance. 

 

An alternative or a complement to more bandwidth and compression is a better allocation of existing 

bandwidth to sessions/applications. This is done through QoS techniques such as static bandwidth partitioning 

found in routers and traffic shapers or Dynamic Bandwidth Allocation offered by companies like Ipanema 

Technologies. 

 

Static bandwidth partitioning QoS techniques require partitioning bandwidth for specific applications. While 

this is a step in the right direction in differentiating among different applications, it is still mired in significant 

limitations. First, it is static. Once the bandwidth allocation has been accomplished, it won’t change 

automatically to account for sudden surges in number of users. The only way around this issue is to massively 

overprovision. In addition, implementing static bandwidth reservation policies is rather cumbersome, as it 

requires hypotheses about the number of simultaneous users and applications for every site and information 

about the data path from each site.  

 

An alternative to static bandwidth partitioning is Dynamic Bandwidth Allocation. Dynamic Bandwidth 

Allocation starts with the performance expected for each application, then analyzes in real-time the traffic 

mix and automatically matches the required performance with the available bandwidth. It is the most 

efficient way to handle micro-congestions and sudden surges in the number of users without massively over-

provisioning. 

 

 

2. Long distances 

The latency issue caused by long distances and over-chattiness of some protocols/applications can be 

addressed in two ways: by reducing the network delay itself or by reducing the dependencies of applications 

on delay.  

 

Network delay is related to physical distance between sites and to the underlying WAN technology and 

architecture. Not much can be done about physical distances or the nature of the WAN. However, delay can 

be reduced significantly by improving the way packets are queued and forwarded by routers. Inside the 

router queues, inefficient methods of forwarding packets can create much delay. Router queuing techniques 

only consider the notion of priority. A high-priority packet will be forwarded first. But the notion of priority is a 

one-dimensional criterion. If priority is defined according to the business criticality of the flow then the nature 

of the flow – real time, transactional or data transfer -- and its sensitivity to delay is ignored. Conversely, if 

the notion of priority is attached to the nature of the flow, it cannot cover all flows and the notion of business 

criticality is ignored. An intelligent way of forwarding packets would use two criteria: the nature of the flow – 
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i.e. data transfer, transactional or real time - and its business criticality. Thanks to this, applications more 

sensitive to network delay such as transactional Citrix flows will always be forwarded first when mixed with a 

data-transfer style application of equal business importance such as a Citrix printing flow. 

 

Reducing the dependency of applications to delay can be achieved either by reducing the time to execute a 

turn or by reducing the number of turns. 

 

TCP acceleration technologies are a way of reducing the time required for a turn. They include techniques such 

as TCP connection establishment optimization, which reduces the time for TCP to perform the initial 

handshake of a connection. Another technique is local-acknowledgments, which allow TCP flows to ramp up 

to their optimum window size immediately, circumventing the slow start and congestion avoidance 

mechanisms of TCP.  

 

Reducing the number of turns can be done through application dependent protocol optimization techniques 

and through caching.  

 

Application-dependent protocol optimization techniques are efficient with overly chatty and widely used 

protocols such as CIFS and Exchange. This is done through pre-fetching or pipelining techniques. In situations 

where an application is performing sequential file reads and writes, the optimization techniques can 

anticipate a user’s requirements and read/write portion of the file before the user has requested those 

portions. However, while effective, application protocol optimization techniques have one important 

drawback: they are application dependent. They are, to be more specific, dependent on the version and 

configuration of the application. For example, no CIFS optimization technique will work on encrypted or even 

signed flows, and most Exchange optimizations are only efficient on pre-Exchange 2003 flows. In the fast 

changing world of applications, this application specific dependence is a serious handicap. 

 

Caching consists of intelligently replicating data locally in order to diminish the number of times data must be 

accessed from a remote location. While this is an effective way of improving application performance, caching 

can generate data coherency issues, since local content must be kept identical to data at the datacenter 

location. Caching also makes logging accounting and authentication more complex as, with caching, data can 

be served locally without the datacenter being notified.  

 

In short, caching and application-dependent protocol optimization techniques must be intimately bound to the 

nature, version and configuration of the application, which makes them brittle in the face of the ever-

changing application landscape. 
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What network managers should be 
looking for 
 
As we have seen, different technologies are more apt at resolving different issues affecting application 

performance. For instance, compression has a bigger impact on data-transfer applications; while application-

dependent optimizations improve solely the performance of the application they are built for; and QoS 

techniques work best for protecting VoIP . 

 

But rather than focusing solely on the right set of optimization technologies, network managers should have 

the right goal in mind to satisfy their end users. The most important issue for their organization is to 

guarantee the performance of critical applications under all circumstances. This is different from accelerating 

all applications in an indiscriminate fashion. Attempting to do so is the pursuit of an impossible, costly and 

misguided goal 

 

Indeed, improving the performance of all applications in an uncontrolled fashion leads to end users using ever 

more recreational applications, which in turn tend to grow their resource demands faster than critical 

application traffic does; this then harms the performance of the critical applications and leads to a need for 

ever more bandwidth - or to an ever-increasing array of single-purpose optimization tools.  It is the start of a 

vicious cycle.  
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Figure  3  The vicious cycle of indiscriminate application acceleration 
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The only way out of this trap is to discriminate among applications and ensure the performance of critical 

applications under all circumstances. After all, no network manager will loose sleep over the fact that 

downloading the latest Madona clip is slow; however, he or she might worry if that clip's torrent harms the 

performance of the end-of-the-month SAP data consolidation and it doesn’t perform to the CFO’s liking. 

 

Network managers should therefore keep the following goals in mind when choosing a WAN optimization 

tool: 

 

1. Offer acceptable performance for critical applications under all circumstances.  

2. Be able to proactively troubleshoot application performance issues and prove to 

internal clients that network application performance targets for critical applications 

are met 

3. Ensure that the network’s periodic changes do not impair the optimization 

mechanisms and do not require cumbersome manual adjustments to continue to 

function 

4. Improve the WAN performance of as many types of critical applications as possible 

5. Be able to optimize meshed flows 

6. Be able to optimize an entire network without necessarily requiring a device at every 

site 

 

These six goals are not as easy to achieve as they may sound and require specific features from the WAN 

optimization solutions.  

 

 

1. Offer acceptable performance for critical applications under all circumstances.   

To be able to achieve this goal, the WAN optimization tool should be able to identify and treat business 

critical applications differently from the rest. However the tricky part is “under all circumstances.” A number 

of network parameters can change instantaneously, affecting application performance. To name but a few: a 

surge in the number of users, an upturn in meshed flow usage, a surge in non-critical, bandwidth-hungry 

traffic, etc. 

 

Most optimization tools will be configured based on static, average network policies using reasonable 

hypotheses (in terms of number of simultaneous users per site, simultaneous applications per site, average 

bandwidth requirement per application, number of sites communicated towards, etc.) However, being 

average hypotheses, they are almost by definition incorrect the vast majority of time, and cannot handle 

surges in demand properly.  The only way to ensure performance under all circumstances is to have a 

performance-objective-based optimization tool that dynamically adapts network policies to the situation at 
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hand. Dynamic adaptation to changing network conditions is a precious feature that network managers 

should be looking for if they want to insure the performance of their critical applications under all 

circumstances. 

 

 

2. Be able to proactively troubleshoot application performance issues and prove to internal 
clients that network application performance targets for critical applications are met.  

To be able to proactively troubleshoot, network managers need a monitoring tool that provides real-time 

information about application performance, with heat maps and alarming capabilities. They also need a 

solution that allows quick and easy drill-downs into the issue to find the root cause of the problem. Finally, to 

be able to prove to their internal clients that network application performance targets are met, the WAN 

optimization tool needs to have a Service Level Management (SLM) feature. The SLM will help define upfront 

what the performance objectives should be for each application, optimize against these objectives and report 

with simple indicators whether and when these objectives are met. Not being able to quickly troubleshoot 

network application performance issues and prove to internal clients that performance targets are met will 

lead to unhappy end-users.  

 

 

3. Ensure that the network’s periodic changes do not impair the optimization mechanisms 
and do not require cumbersome manual adjustments.  

As mentioned earlier, WANs are “living” infrastructures subject to periodic changes.  These changes come in 

the form of application and site upgrades as well as additional sites, servers, users and applications. Any of 

these changes may affect WAN optimization. Network policy-based optimization solutions require revisiting 

their original assumptions to “re-tune” the WAN every time there is a change. This exercise is cumbersome, 

expensive and fraught with risk as the number of sites increases. Alternatively, not performing it leaves 

network managers with sub-optimal usage of WAN resources. It is therefore important to choose a WAN 

optimization tool that can easily adapt to change. Only an application-performance-based optimization tool 

can do so, since it handles the changes in users and sites automatically and requires limited human 

intervention to adjust for a new application roll out.  

 

 

4. Improve the WAN performance of as many types of critical applications as possible.  

Having an optimization tool that can maximize the performance of different types of applications is a 

necessity in order to handle the full range of business-critical applications. As shown earlier, to do so the 

solution needs to deploy multiple technologies in an intelligent way, since different applications respond 

better to different mechanisms. The key challenge here is the harmonious integration of the different WAN 

optimization techniques under a single system rather than the techniques themselves. It is also crucial that 

the optimization tool  addresses  TCP and UDP protocols. While TCP is the most commonly used protocol, a 

significant amount of traffic uses UDP. This trend will increase with the deployment of VoIP, which uses UDP.  
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5. Be able to optimize meshed flows.  

Most networks have a multi-star topology with several data centers communicating with branch offices. This 

some-to-many architecture creates meshed flows at the branch office level. The rollout of VoIP on a 

converged network will create even more meshed traffic with any-to-any call traffic.  In these instances, 

being able to optimize meshed flows becomes essential in order to ensure application performance. This can 

only be accomplished with a solution that optimizes a WAN globally rather than point to point. A point-to-

point solution will, for instance, miss the interactions between three sites when two sites communicate 

simultaneously with a third site. 

 

 

6. Be able to optimize an entire network without necessarily requiring a device at every site.  

Large networks – especially networks of service and retail companies - have many branch offices and meshed 

flows. However, for cost, logistical and organizational reasons, many network managers are not willing to 

deploy WAN optimization devices at every site. Most WAN optimization tools fall into two categories: 

asymmetrical or symmetrical. Asymmetrical solutions can be deployed only at the data center. However, they 

can only optimize traffic from the data center to the branch offices connected to it. They are unable to 

optimize meshed traffic. Conversely, symmetrical solutions require a device on both sides of a link. The ideal 

solution should be able to mix the asymmetrical and symmetrical approach, deploying devices where needed 

and optimizing branch office meshed traffic without necessarily requiring a device.  

 

 

 

Conclusion 
 
It is important for network managers to understand the effect of different optimization techniques and ensure 

that they are adequate for their networks and traffic mix. However, more fundamental than any traffic 

optimization technique is the ability to optimize according to business criticality. WAN optimization is not 

merely a technical endeavor, it should be a function that is aligned with larger business goals and serve first 

and foremost business-critical applications. Once put in that context, other features such as complete 

monitoring and trouble-shooting capabilities, SLM-based optimization or an ability to cope seamlessly with 

change become crucial attributes of the solution. Such a solution will make it easy for network managers to 

respond to the demands of their end users and engage in constructive dialogues with the CTO and CFO. It is 

high time for network management to mutate itself from a technical function into a management function!   
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A QUICK GUIDE TO CHOOSING A WAN 
OPTIMIZATION TOOL 
 

 

Different features of a WAN optimization tool become important depending on the network manager’s 

situation and goals; however two features are “must-haves” regardless of the situation or goals: 

 

MUST HAVE FEATURES: 

1. The ability to guarantee the performance of business critical applications 

2. Exhaustive monitoring and reporting capabilities 

SITUATIONS FEATURES TO LOOK FOR 
⇒ A performance problem on a specific link for all 

applications 
⇒ Compression 

⇒ Critical applications mainly transactional ⇒ QoS techniques 
⇒ TCP acceleration 

⇒ Data center consolidation, long distances, big 
file sharing being a critical application –e.g. 
international law firm- 

⇒ Caching 
⇒ CIFS protocol optimization 

⇒ VoIP deployment ⇒ Ability to optimize meshed flows 
⇒ Global as opposed to point-to-point WAN 

optimization approach 
⇒ Networks with more than 20 sites ⇒ Application objective driven optimization as 

opposed to network policy driven for 
simplicity of management 

⇒ Desire to guarantee performance of critical 
applications 

⇒ Optimization according to business criticality 
⇒ Dynamic Bandwidth Allocation 

⇒ WAN common infrastructure shared by several 
business units 

⇒ Ability to establish, and optimize according to 
application SLA 

⇒ Ability to easily monitor and report 
application SLAs 

⇒ Implementing an SLM program such as ITIL ⇒ SLM /Application SLA driven optimization 

⇒ Complex networks with more than two 
significant changes per year such as  
application roll-out, new sites etc 

⇒ Application objective driven optimization as 
opposed to network policy driven for 
simplicity of change management 

⇒ Large retail network with many ADSL branch 
offices and multi-star topology 

⇒ Ability to optimize meshed flows without 
requiring a device at every site – i.e. 
cooperative tele-optimization. 
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